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High Performance Training

|/O overheads up to 85%!
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High Performance Training

Compute @ Communication ®

Example: ResNet-50 on ImageNet-1k
e ImageNet-1k: ~150 GiB, ~1.3M images (average: 115 KiB, range: 508 B — 15 MiB)
|/O overheads up to 85%! * MLPerf on one A100: ~2.9K samples/s = ~333 MiB/s random access

« = 2SSDs / GPU
» 2-4x for scientific problems like CosmoFlow
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High Performance Training

NoPFS: Near-optimal Pre-Fetching System

Up to 5.4x end-to-end training improvements!
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1/O for Machine Learning

Dataset
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1/O for Machine Learning

Dataset
O 00O 0O
B0 0O 00

Randomly sample mini-batch
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1/O for Machine Learning

SN—

Dataset

EEEEEEEN

CENEEEEN

Randomly sample mini-batch

=> Epoch



spcl.inf.ethz.ch o
v onien  ETHzUrich

1/O for Machine Learning

What makes a good 1/0O framework?
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What makes a good 1/0O framework?

System Scalability )= )0
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System Scalability

Dataset Scalability B =g u
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System Scalability
Dataset Scalability B =g u

Full Randomization N
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System Scalability

Dataset Scalability B =g u

Full Randomization N

Hardware Independence [« Y
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System Scalability
Dataset Scalability u

Full Randomization N

Hardware Independence

L 4 @spcl_eth

___/J‘___/J NVLink E_

ETH:zurich

Sierra 64 GB/ | s | I \
Node
...... Fat Tree

4x16 GB HBM2 2x128 GB DDR4 1.6 TB SSD Network 150 PB PFS

Piz Daint 1368/ =1 : ~10 GB/s |
Node Pole =l
Dragonfly
16 GB HBM?2 64 GB DDR4 Network 8.8 PB PFS

More distant storage

3
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1/O for Machine Learning

System Scalability

3x50 GB/s

Dataset Scalablllty L - . . Sierra J“J NVLI::GB/S | ~25 GB/s ak @
- Node J«J NVLink

Full Randomization " 4x16 GB HBM2 24128 G DDR 1.6 TB SSD ;aetthvr:i 150 PB PFS
Hardware Independence (Y

Livermore's EL Capitan Supercomputer to Debut HPE
Rabbit ‘Near-Node' Storage j

February 18, 2021

A near-node local storage innovation called Rabbit factored heavily into Lawrence Livermore National Laboratory's decision to select
Cray's proposal for its CORAL-2 machine, the lab's first exascale-class supercomputer, EL Capitan. bj FS

v

More distant storage
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1/O for Machine Learning

System Scalability

Dataset Scalability B =g u

Full Randomization N

Hardware Independence [« Y

dataset = ImageFolder(data_dir, data_transforms)
Ease Of Use dsampler = DistributedSampler(dataset, num_replicas=n, rank=rank)
dataloader = Dataloader(dataset, batch_size, sampler=dsampler)
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Clairvoyant 1/0

“Randomly sample mini-batch”

By “random”, we really mean pseudorandomly with a known seed!

®

We know the exact access ‘ We can exploit clairvoyance
pattern of every worker to optimize (distributed) I/O

NoPFS is a hierarchical, distributed cache and prefetcher

that knows the future
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Clairvoyant ® Prefetching and Caching

Single-process access distribution
ImageNet-1k, 16 processes, 90 epochs PRNG seed — Access streamR = (---,7,4,5,8,-++)

Accesses for worker i

200000 _
Cached in local

storage

A
]
150000 Fetched from remote
workers
Some samples
100000 accessed 18 Filled in access order R
times! Storage class 2
50000
I Storage class 1
_I Ha_ Fetch sample k from: argmin fetch; ¢ 1 23, ; (k)
0 2 4 6 8 10 1

v

# Samples

Faster

o

2 14 16 18
Access frequency

Staging buffer ~|71415]|8

LEMMA 1. If a worker accesses a sample [(1 + &) %'l times (resp.
| (1-0) %J times), at least one other worker will access the sample

N-1-6\ E N—145\ E [} 4;
at most resp. at least times.
[((CN=T )N | (resp L= )W) :
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NoPFS

C++ NoPFS API

Configure ]

Async.
Producer

Loading ImageNet:

i | Performance Model | |

Prefetcher Backends

PyTorch:
dataset = ImageFolder(data_dir, data_transforms)
dsampler = DistributedSampler(dataset, num_replicas=n, rank=rank)
dataloader = Dataloader(dataset, batch_size, sampler=dsampler)
NoPFS:
job = Job(data_dir, batch_size, num_epochs, 'uniform', drop_last)

dataset = NoPFSImageFolder(data_dir, job, data_transforms)
dataloader = NoPFSDatalLoader(dataset)

mmap POSIX

Bk
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Performance

Piz Daint Lassen

Runtime per epoch

Up to 5.4x faster!
300

Up to 2.2x faster!

- mmm PyTorch m== NoPFS m mmm PyTorch s NoPFS

7,5;400 mmm PyTorch+DALI === No l/O ‘qu 200 mmm |BANN == No /O

z p=

Q. o

; : Ilﬂnl...l.._
0 0

32 1024
#GPUs #GPUs

ImageNet-lk/ ResNet-50
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Performance

Piz Daint Lassen

Runtime per batch
1oy Foon foon 1 175 N N N N N
Max: §5.0 Max: 56.1 Max: 52.8 Max: 51.4 Max: 61.3 Max: 53.0 Max: 52.4 Max: 36.3 1.50 Max: 61 Max: 63 Max: 8.7 Max: 17.6 Max: 37.7
6 .
—_ o 1.25
n 2}
= >100x e >150x
£ 4 g1
:Cg :‘:9 0.75
© ©
n 2 m 0.50 $
| “ | “ ‘i 0.25 i — — -
0 0.00
32 64 128 256 32 64 128 256 512 1024
mmm PyTorch msm NoPFs  #GPUs #GPUs mmm PyTorch  mmm NoPFS

== PyTorch*DALI == Nol/O ImageNet-1k / ResNet-50 = LBANN = Nol/O
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Performance

Piz Daint

Max: 25.0 MJI: 56.1 Max: 22.8 o\o N T M\ax:17.6 r}ax: 37.7

6 3 60
- © 78 min 111 min
= § 10 76.5% 76.5%
£ 4 < 1.42x faster
% Té_ 20 —e— PyTorch
m 2 = —— NoPFS

0 ﬂ “ L 0 20 40 60 80 100

32 Time (min) 56 512 1024

mmm PyTorch B NoPFS mor Us i mmm PyTorch mmm NoPFS

== PyTorch*DALI == Nol/O ImageNet-1k / ResNet-50 = LBANN = Nol/O
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Performance

Piz Daint

80 _
1 1 [~ " N N
Max: 55.0 MJI: 56.1 Max: 52.8 o\o T Max: 17.6 Max: 37.7
6 3 60
- © 78 min 111 min
; § 10 76.5% 76.5%
E 4 < 1.42x faster
% Té_ 20 —e— PyTorch
m 2 = —— NoPFS
0 ﬂ “ L 0 20 40 60 80 100
32 Time (min) 56 512 1024
B PyTorch . NoPFS mor Us R B PyTorch B NoPFS
B [BANN e No |/O

== PyTorch*DALI  —— No /O ImageNet-1k / ResNet-50
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Performance: Going Bigger

ResNet-50 / ImageNet-22k (1.5 TB) CosmoFlow (4 TB)
- 3000 mmm PyTorch === No I/O o B PyTorch === No I/O
b msm NoPFS 5 o0 W= NoPFS
€ 2000 S
£ = 100
S Up to 2.4x faster! S Up to 2.1x faster!
E%1000 E% 50
. .- e B wN_ 0 .- I e E——
1.75 N ~ AN N N N 1.2 N S N N ™\
1.50 Max: 6.2 Max: 6.0 Max: 6.3 Max: 14.2 Max: 33.1 Max: 51.7 Max: 4.3 Max: 4.4 Max: 6.3 Max: 6.2 Max: 14.1
1.0
@:125 @:08
£ 1.00 g
e * 0.6
5 0.75 =
0.25 0.2
0.00 0.0

32

64

128
#GPUs

64

128

#GPUs

256

512

1024
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Conclusions

NoPFS is a hierarchical, distributed cache and prefetcher that knows the future ®

System Scalability
Dataset Scalability

Full Randomization
Hardware Independence

Ease of Use

O-00-0O \/

En=g

[-NI(-N

dataset = ImageFolder (data_dir, data
dsampler = DistributedSampler (d
dataloader = Dataloader(data

pld

ank=rank)
mpler)

v

v
v
v

Performance

Up to 2.2x faster!

g TN

#GPUs

Epoch time (s)
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Piz Daint Lassen

Runtime per epoch

Up to 5.4x faster!

== PyTol === NoPFS
_— LBANN === No I/0O

/O

Epoch time (s)

B e

#GPU

ImageNet-1k / ResNet-50

Q https://github.com/spcl/nopfs
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