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The Development of HighPerformance Networking Interfaces
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▪ MPI3.0 supports RMA (“MPI One Sided”)
▪ Designed to react to hardware trends

▪ Majority of HPC networks support RDMA
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RDMA as MPI3.0 REMOTE MEMORY ACCESS TRANSPORT

[1] http://www.mpiforum.org/docs/mpi3.0/mpi30report.pdf
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▪ MPI3.0 supports RMA (“MPI One Sided”)
▪ Designed to react to hardware trends

▪ Majority of HPC networks support RDMA

▪ Communication is „one sided” (no involvement of destination)

▪ RMA decouples communication & synchronization
▪ Different from message passing
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MPI3.0 REMOTE MEMORY ACCESS

[1] http://www.mpiforum.org/docs/mpi3.0/mpi30report.pdf

Proc A Proc B

send

recv

Proc A Proc B

put

two sided one sided

CommunicationCommunication
+

Synchronization Synchronizationsync
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PRESENTATION OVERVIEW

5. Application evaluation

1. Overview of three 
MPI3 RMA concepts

2. MPI window creation 3. Communication

4. Synchronization6. PostRDMA networking

Outlook!
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MPI3 RMA COMMUNICATION OVERVIEW

Process A (passive)

Memory

MPI window

Process B (active)

Process C (active)

Put

GetAtomic

Nonatomic 
communication
calls (put, get)

Atomic communication calls
(Acc, Get & Acc, CAS, FAO)

Memory

MPI window

…
Process D (active)

…

Gropp, Thakur, Balaji, Hoefler: Using Advanced MPI Tutorial, SC18, Monday (tomorrow) full day
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MPI3.0 RMA SYNCHRONIZATION OVERVIEW

Active
process

Passive
process

Synchroni
zation

Passive Target Mode

Lock

Lock All

Active Target Mode

Fence

Post/Start/
Complete/Wait

Communi
cation

Gropp, Thakur, Balaji, Hoefler: Using Advanced MPI Tutorial, SC18, Monday (tomorrow) full day
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Active
process

Passive
process

Synchroni
zation

Passive Target Mode

Lock

Lock All

Active Target Mode

Fence

Post/Start/
Complete/Wait

Communi
cation

MPI3.0 RMA SYNCHRONIZATION OVERVIEW
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▪ Scalable & generic protocols 
▪ Can be used on any RDMA network (e.g., OFED/IB)
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SCALABLE PROTOCOLS & REFERENCE IMPLEMENTATION

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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SCALABLE PROTOCOLS & REFERENCE IMPLEMENTATION

▪ Scalable & generic protocols 
▪ Can be used on any RDMA network (e.g., OFED/IB)

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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SCALABLE PROTOCOLS & REFERENCE IMPLEMENTATION

Window creation

Communication

Synchronization

▪ Scalable & generic protocols 
▪ Can be used on any RDMA network (e.g., OFED/IB)

▪ Window creation, communication and synchronization 

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Scalable & generic protocols 
▪ Can be used on any RDMA network (e.g., OFED/IB)

▪ Window creation, communication and synchronization 

▪ foMPI, a fully functional MPI3 RMA implementation
▪ DMAPP: lowestlevel networking API for Cray Gemini/Aries systems

▪ XPMEM: a portable Linux kernel module
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SCALABLE PROTOCOLS & REFERENCE IMPLEMENTATION

http://spcl.inf.ethz.ch/Research/Parallel_Programming/foMPI

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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http://spcl.inf.ethz.ch/Research/Parallel_Programming/foMPI

▪ Scalable & generic protocols 
▪ Can be used on any RDMA network (e.g., OFED/IB)

▪ Window creation, communication and synchronization 

▪ foMPI, a fully functional MPI3 RMA implementation
▪ DMAPP: lowestlevel networking API for Cray Gemini/Aries systems

▪ XPMEM: a portable Linux kernel module

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018



spcl.inf.ethz.ch

@spcl_eth

21

SCALABLE PROTOCOLS & REFERENCE IMPLEMENTATION
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PART 1: SCALABLE WINDOW CREATION
Traditional windows

backwards compatible 
(MPI2) 

Time bound: 𝒪 𝑝
Memory bound: 𝒪 𝑝

𝑝 = total number 
of processes

Process A

Memory

Process B

Memory

Process C

Memory

0x111

0x123

0x120

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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𝑝 = total number 
of processes
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PART 1: SCALABLE WINDOW CREATION
Allocated windows

Process A

Memory

Process B

Memory

Process C

Memory

Allows MPI
to allocate memory

Time bound: 𝒪 log 𝑝 (𝑤ℎ𝑝)
Memory bound: 𝒪 1

0x123 0x1230x123

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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Process A

Memory

Process B

Memory

Process C

Memory

𝑝 = total number 
of processes

24

Local attach/detach
Most flexible

Time bound: 𝒪 𝑝
Memory bound: 𝒪 𝑝

0x129 0x129

0x111

0x123

0x120

PART 1: SCALABLE WINDOW CREATION
Dynamic windows

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018



spcl.inf.ethz.ch

@spcl_eth

▪ Put and Get:

▪ Direct DMAPP put and get operations or 
local (blocking) memcpy (XPMEM)

▪ Accumulate:

▪ DMAPP atomic operations for 64 bit types

▪ ...or fall back to remote locking protocol

▪ MPI datatype handling with MPITypes library [1]

▪ Fast path for contiguous data transfers of common 
intrinsic datatypes (e.g., MPI_DOUBLE)

25

PART 2: COMMUNICATION

[1] Ross, Latham, Gropp, Lusk, Thakur. Processing MPI datatypes outside MPI. EuroMPI/PVM’09

Contiguous memory

MPI_Put

dmapp_put_nbi

Remote 
process

…

MPI_Compare
_and_swap

dmapp_
acswap_qw_nbi

Remote 
process

…
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PERFORMANCE INTERNODE: LATENCY

Put InterNode Get InterNode

20%
faster

80%
faster

Proc 0 Proc 1

put

sync memory

Half pingpong
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PERFORMANCE INTRANODE: LATENCY

Put/Get IntraNode 3x
faster

Proc 0 Proc 1

put

sync memory

Half pingpong

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PERFORMANCE: OVERLAP

InterNode Overlap in %

Useful for, e.g., scientific codes:

3D FFT

MILC

Proc 0 Proc 1

put

Sync memory

comp.

AWMOlsen
seismic

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PERFORMANCE: MESSAGE RATE

IntraNodeInterNode

Proc 0 Proc 1

puts

Sync memory

...

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018



spcl.inf.ethz.ch

@spcl_eth

30

PERFORMANCE: ATOMICS

64 bit integers

hardware
accelerated
protocol:

fall back
protocol:

lower latency

higher
bandwidth

proprietary

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PART 3: SYNCHRONIZATION

Active
process

Passive
process

Synchroni
zation

Passive Target Mode

Lock

Lock All

Active Target Mode

Fence

Post/Start/
Complete/Wait

Communi
cation

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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Node 0 Node 1

SCALABLE FENCE IMPLEMENTATION

▪ Collective call

▪ Completes all outstanding memory operations

Proc 2

put

Proc 0 Proc 1 Proc 3

int MPI_Win_fence(…) {
asm( mfence );
dmapp_gsync_wait();
MPI_Barrier(...);
return MPI_SUCCESS;

}

put

put

put

put

put

put

33Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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Node 0 Node 1

SCALABLE FENCE IMPLEMENTATION

▪ Collective call

▪ Completes all outstanding memory operations

Proc 2Proc 0 Proc 1 Proc 3

int MPI_Win_fence(…) {
asm( mfence );
dmapp_gsync_wait();
MPI_Barrier(...);
return MPI_SUCCESS;

}

put

put

put

33

Local completion
(XPMEM)

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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Node 0 Node 1

SCALABLE FENCE IMPLEMENTATION

▪ Collective call

▪ Completes all outstanding memory operations

Proc 2Proc 0 Proc 1 Proc 3

int MPI_Win_fence(…) {
asm( mfence );
dmapp_gsync_wait();
MPI_Barrier(...);
return MPI_SUCCESS;

}

33

Local completion
(DMAPP)

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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Node 0 Node 1

SCALABLE FENCE IMPLEMENTATION

▪ Collective call

▪ Completes all outstanding memory operations

Proc 2Proc 0 Proc 1 Proc 3

int MPI_Win_fence(…) {
asm( mfence );
dmapp_gsync_wait();
MPI_Barrier(...);
return MPI_SUCCESS;

}

33

Global
completion

barrier

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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SCALABLE FENCE PERFORMANCE

Time bound 𝒪 log𝑝

Memory bound 𝒪 1

90%
faster

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW SYNCHRONIZATION

post

wait

start

complete

access
epoch

exposure
epoch

Proc 0 Proc 1

matching
algorithm

matching
algorithm

allows to
access other 
processes

allows access
from other 
processes

Posting 
process

Puts

…

Starting
process

Puts

…

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW SYNCHRONIZATION

post

wait

start

complete

Proc 0 Proc 1

start

complete

start

complete

Proc 2 Proc 3

start

complete

post

wait

Proc 4 Proc 5

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ In general, there can be n posting and m
starting processes

▪ In this example there is one posting and
4 starting processes

39

PSCW SCALABLE POST/START MATCHING

Posting process
(opens its window)

j4

j1

j3

j2i

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ In general, there can be n posting and m
starting processes

▪ In this example there is one posting and
4 starting processes

40

PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

Starting processes
(access remote window)

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

Local list

▪ Each starting process has a local list

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

i

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

i

i

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list

46

PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

i

i

i

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018



spcl.inf.ethz.ch

@spcl_eth

▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

i

i

i

i

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Posting process i adds its rank i to a 
list at each starting process j1, . . . , j4

▪ Each starting process j waits 
until the rank of the posting
process i is present in its local list
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PSCW SCALABLE POST/START MATCHING

j4

j1

j3

j2i

i

i

i

i

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Each completing process increments a counter stored at the posting process
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PSCW SCALABLE COMPLETE/WAIT MATCHING

ij4

j1

j3

j2

0

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Each completing process increments a counter stored at the posting process
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PSCW SCALABLE COMPLETE/WAIT MATCHING

ij4

j1

j3

j2

1

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Each completing process increments a counter stored at the posting process
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PSCW SCALABLE COMPLETE/WAIT MATCHING

ij4

j1

j3

j2

2

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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▪ Each completing process increments a counter stored at the posting process
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PSCW SCALABLE COMPLETE/WAIT MATCHING

ij4

j1

j3

j2

3

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW SCALABLE COMPLETE/WAIT MATCHING

ij4

j1

j3

j2

4

▪ Each completing process increments a counter stored at the 
posting process

▪ When the counter is equal to the number of starting processes, 
the posting process returns from wait

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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PSCW PERFORMANCE

Time bound

𝒫𝑠𝑡𝑎𝑟𝑡 = 𝒫𝑤𝑎𝑖𝑡 = 𝒪 1
𝒫𝑝𝑜𝑠𝑡 = 𝒫𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒 = 𝒪 log𝑝

Memory bound

𝒪 log𝑝 (for scalable programs)

Ring Topology

Gerstenberger et al.: „Enabling Highly Scalable Remote Memory Access Programming with MPI3 One Sided”, CACM, Oct. 2018
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SCALABLE LOCK SYNCHRONIZATION
Active
process

Passive
process

Lock/Unlock 
(shared/exclusive)

Lock All
(always shared)

P. Schmid, M. Besta, TH: HighPerformance Distributed RMA Locks, ACM HPDC’16, best paper
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▪ Guarantees remote completion 

▪ Issues a remote bulk synchronization and an x86 mfence

▪ One of the most performance critical functions, we add only 78 x86 CPU 
instructions to the critical path

64

FLUSH SYNCHRONIZATION
Time bound 𝒪 1

Memory bound 𝒪(1)

Process 0 Process 1

inc(counter)

0
counter:

…

inc(counter)

inc(counter)
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▪ Guarantees remote completion 

▪ Issues a remote bulk synchronization and an x86 mfence

▪ One of the most performance critical functions, we add only 78 x86 CPU 
instructions to the critical path

64

FLUSH SYNCHRONIZATION
Time bound 𝒪 1

Memory bound 𝒪(1)

Process 0 Process 1

inc(counter)

counter:

…

inc(counter)

inc(counter)

3

flush
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▪ Evaluation on Blue Waters System
▪ 22,640 computing Cray XE6 nodes

▪ 724,480 schedulable cores

▪ All microbenchmarks

▪ 4 applications

▪ One nearly fullscale run ☺

PERFORMANCE
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PERFORMANCE: MOTIF APPLICATIONS

Key/Value Store: 
Random Inserts per Second

Dynamic Sparse Data Exchange (DSDE)
with 6 neighbors
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PERFORMANCE: APPLICATIONS

NAS 3D FFT [1] Performance MILC [2] Application Execution Time

Annotations represent performance gain of foMPI over Cray MPI1.

[1] Nishtala et al. Scaling communicationintensive applications on BlueGene/P using onesided  communication and overlap. IPDPS’09
[2] Shan et al. Accelerating applications at scale using onesided communication. PGAS’12

scale
to 512k procs

scale
to 65k procs
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The Development of HighPerformance Networking Interfaces

1980 1990 2000 2010 2020

Ethernet+TCP/IP

Scalable Coherent Interface Myrinet GM+MX

Fast Messages Quadrics QsNet

Virtual Interface Architecture

IB Verbs

OFED libfabric

Portals 4

sockets

coherent memory access

(active) message based

Cray Gemini

remote direct memory access (RDMA)

triggered operationsOS bypass

protocol offload

zero copy

What next?

Fundamental development: CPU core speed cannot keep up with the growing 
network bandwidths! Already today, cannot process packets at line rate!
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Local Node

Main Memory

RDMA NIC

Core i7 Haswell 

L3

L2

L1

Regs

PCIe bus

arriving 
packets

34 cycles    ~11.3ns

11 cycles    ~ 3.6ns 

4 cycles   ~1.3ns

~ 250ns

125 cycles    ~41.6ns

Data Processing in modern RDMA networks

DMA 
Unit

RDMA 
Processing

Remote Nodes (via network)

L2

L1

Regs

34 cycles    ~11.3ns

11 cycles    ~ 3.6ns 

4 cycles   ~1.3ns

Input buffer

Mellanox ConnectX5: 1 packet/5ns
Tomorrow (400G): 1 packet/1.2ns

70
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The future of HighPerformance Networking Interfaces

1980 1990 2000 2010 2020

Ethernet+TCP/IP

Scalable Coherent Interface Myrinet GM+MX

Fast Messages Quadrics QsNet

Virtual Interface Architecture

IB Verbs

OFED libfabric

Portals 4

sockets

coherent memory access

(active) message based

Cray Gemini

remote direct memory access (RDMA)

triggered operationsOS bypass

protocol offload

zero copy

95 / top100 systems use RDMA

>285 / top500 systems use RDMA

June 2017

fully
programmable
NIC acceleration

sPIN
Streaming Processing 

In the Network

Established Principles for Compute Acceleration

PortabilityEaseofuse

ProgrammabilitySpecialization Libraries

Efficiency 4.0
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arriving 
packets

P
ac
ke
t 
Sc
h
e
d
u
le
r 

DMA Unit

manage

memory

upload

handlers
Fast shared memory 
(packet input buffer)

HPU 1

HPU 3

HPU 0

HPU 2

R/W

MEM

CPU

sPIN NIC  Abstract Machine Model

72
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RDMA vs. sPIN in action: Simple Ping Pong

73

Initiator Target
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RDMA vs. sPIN in action: Streaming Ping Pong

74

Initiator Target
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sPIN – Programming Interface

__handler int pp_header_handler(const ptl_header_t h, void *state) {
pingpong_info_t *i = state;
i->source = h.source_id;
return PROCESS_DATA; // execute payload handler to put from device

}

Header handler

__handler int pp_payload_handler(const ptl_payload_t p, void * state) {
pingpong_info_t *i = state;
PtlHandlerPutFromDevice(p.base, p.length, 1, 0, i->source, 10, 0, NULL, 0);
return SUCCESS;

}

Payload handler

__handler int pp_completion_handler(int dropped_bytes, 
bool flow_control_triggered, void *state) {

return SUCCESS;
}

Completion handler

connect(peer, /* … */, &pp_header_handler, &pp_payload_handler, &pp_completion_handler);

Incoming message

Header

Payload

Tail
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▪ sPIN is a programming abstraction, similar to CUDA or OpenCL combined with OFED or Portals 4

▪ It enables a large variety of NIC implementations!

▪ For example, massively multithreaded HPUs

Including warplike scheduling strategies

▪ Main goal: sPIN must not obstruct linerate

▪ Programmer must limit processing time per packet

Little’s Law: 500 instructions per handler, 2.5 GHz, IPC=1, 1 Tb/s → 25 kiB memory

▪ Relies on fast shared memory (processing in packet buffers)

Scratchpad or registers

▪ Quick (singlecycle) handler invocation on packet arrival

Preinitialized memory & context

▪ Can be implemented in most RDMA NICs with a firmware update

▪ Or in software in programmable (Smart) NICs

76

Possible sPIN implementations

BCM58800 SoC
(Full Linux)

Innova Flex
(Kintex FPGA)

Catapult
(Virtex FPGA)

at 400G, process more than
833 million messages/s
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Simulating a sPIN NIC – Ping Pong

77

RDMA
sPIN (stream)

▪ LogGOPSim v2 [1]: combine LogGOPSim (packetlevel network) 
with gem5 (cycle accurate CPU simulation)

▪ Network (LogGOPSim):

▪ Supports Portals 4 and MPI

▪ Parametrized for future InfiniBand

o=65ns (measured)

g=6.7ns (150 MM/s)

G=2.5ps (400 Gib/s)

Switch L=50ns (measured)

Wire L=33.4ns (10m cable)

▪ NIC HPU

▪ 2.5 GHz ARM Cortex A15 OOO

▪ ARMv8A 32 bit ISA

▪ Singlecycle access SRAM (no DRAM)

▪ Header matching m=30ns, per packet 2ns

In parallel with g!

35% lower latency

3
2
%
 h
ig
h
e
r 
B
W

77
[1] S. Di Girolamo, K. Taranov, T. Schneider, E. Stalder, T. Hoefler, LogGOPSim+gem5: Simulating Network 
Offload Engines Over PacketSwitched Networks. Presented at ExaMPI’17

Handlers cost: 
18 instructions + 1 Put

Data Layout
Transformation

Network Group
Communication

Distributed Data
Management
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Use Case 1: Broadcast acceleration

Message size: 8 Bytes

78

Network Group
Communication

Liu, J., et al., High performance RDMAbased MPI implementation over InfiniBand. International Journal of Parallel Programming 2004

RDMA
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Offloaded collectives
(e.g., ConnectX2, Portals 4)

7979

RDMA

Use Case 1: Broadcast acceleration Network Group
Communication

Underwood, K.D., et al., Enabling flexible collective communication offload with triggered operations. HOTI’11 
Liu, J., et al., High performance RDMAbased MPI implementation over InfiniBand. International Journal of Parallel Programming 2004

Message size: 8 Bytes
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sPIN
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Handlers cost: 
24 instructions + Log P Puts

Use Case 1: Broadcast acceleration Network Group
Communication

Underwood, K.D., et al., Enabling flexible collective communication offload with triggered operations. HOTI’11 
Liu, J., et al., High performance RDMAbased MPI implementation over InfiniBand. International Journal of Parallel Programming 2004

Offloaded collectives
(e.g., ConnectX2, Portals 4)

RDMA

Message size: 8 Bytes
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Parity
Update

Use Case 2: RAID acceleration

RDMA

sPIN

81

Server Node Parity Node

Write

ACK

Parity
ACK

20% lower latency

1
7
6
%
 h
ig
h
e
r 
B
W

Handlers cost: 
Server: 58 instructions + 1 Put
Parity: 46 instructions + 1 Put

Distributed Data
Management

Shankar D. et al., Highperformance and Resilient KeyValue Store with Online Erasure Coding for Big Data Workloads. ICDCS’17
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RDMA

82

4 MiB transfer with varying blocksize
stride = 2 x blocksize

11.44 GiB/s

Input buffer Destination memory

Use Case 3: MPI Datatypes acceleration Data Layout
Transformation

Gropp, W., et al., March. Improving the performance of MPI derived datatypes. MPIDC’99
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Use Case 3: MPI Datatypes acceleration

83

Input buffer Destination memory

sPIN

43.6 GiB/s

83

Handlers cost: 
54 instructions 

Data Layout
Transformation

RDMA

4 MiB transfer with varying blocksize
stride = 2 x blocksize

11.44 GiB/s

Gropp, W., et al., March. Improving the performance of MPI derived datatypes. MPIDC’99

3.8x speedup
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Further results and usecases

84
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Further results and usecases

85

Use Case 4: MPI Rendezvous Protocol

MILC
POP
coMD
coMD
Cloverleaf
Cloverleaf

64
64
72
360
72
360

5.7M
772M
5.3M
28.1M
2.7M
15.3M

5.5%
3.1%
6.1%
6.5%
5.2%
5.6%

1.9%
2.4%
2.4%
2.8%
2.4%
3.2%

program p msgs ovhd ovhd

65%
22%
60%
58%
53%
42%

red
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Use Case 5: Distributed KV Store

Further results and usecases

Kalia, A., et al., Using RDMA efficiently for keyvalue services. In 
ACM SIGCOMM Computer Communication Review, 2014

Network

K1.tail: 0x88
0x88

K1, V

V

K1.tail: 0x98

86

Use Case 4: MPI Rendezvous Protocol

MILC
POP
coMD
coMD
Cloverleaf
Cloverleaf

64
64
72
360
72
360

5.7M
772M
5.3M
28.1M
2.7M
15.3M

5.5%
3.1%
6.1%
6.5%
5.2%
5.6%

1.9%
2.4%
2.4%
2.8%
2.4%
3.2%

program p msgs ovhd ovhd

65%
22%
60%
58%
53%
42%

red

41% lower latency
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Use Case 6: Conditional Read

Further results and usecases

87

Barthels, C., et al., Designing Databases for Future High
Performance Networks. IEEE Data Eng. Bulletin, 2017

Use Case 5: Distributed KV Store

Kalia, A., et al., Using RDMA efficiently for keyvalue services. In 
ACM SIGCOMM Computer Communication Review, 2014

Network 20%

40%

60%

Discarded data: 80%

Use Case 4: MPI Rendezvous Protocol
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41% lower latency
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Use Case 6: Conditional ReadUse Case 5: Distributed KV Store

Further results and usecases

Kalia, A., et al., Using RDMA efficiently for keyvalue services. In 
ACM SIGCOMM Computer Communication Review, 2014

Network

88

Barthels, C., et al., Designing Databases for Future High
Performance Networks. IEEE Data Eng. Bulletin, 2017

Use Case 7: Distributed Transactions

Dragojević, A, et al., No compromises: distributed transactions 
with consistency, availability, and performance. SOSP’15

Network

data pkts
log pkts

20%

40%

60%

Discarded data: 80%

Use Case 4: MPI Rendezvous Protocol
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Use Case 6: Conditional ReadUse Case 5: Distributed KV Store

Further results and usecases

Kalia, A., et al., Using RDMA efficiently for keyvalue services. In 
ACM SIGCOMM Computer Communication Review, 2014

Network
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Barthels, C., et al., Designing Databases for Future High
Performance Networks. IEEE Data Eng. Bulletin, 2017

Use Case 7: Distributed Transactions

Dragojević, A, et al., No compromises: distributed transactions 
with consistency, availability, and performance. SOSP’15

Network

Use Case 8: FT Broadcast

Bosilca, G., et al., Failure Detection and Propagation in 
HPC systems. SC’16

Network

bcast pkts

redundant bcast pkts

20%

40%

60%

Discarded data: 80%

Use Case 4: MPI Rendezvous Protocol
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Further results and usecases

Kalia, A., et al., Using RDMA efficiently for keyvalue services. In 
ACM SIGCOMM Computer Communication Review, 2014

Network
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Barthels, C., et al., Designing Databases for Future High
Performance Networks. IEEE Data Eng. Bulletin, 2017

Use Case 7: Distributed Transactions

Dragojević, A, et al., No compromises: distributed transactions 
with consistency, availability, and performance. SOSP’15

Network

Use Case 8: FT Broadcast

Bosilca, G., et al., Failure Detection and Propagation in 
HPC systems. SC’16

Use Case 4: MPI Rendezvous Protocol

MILC
POP
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22%
60%
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Network

Use Case 9: Distributed Consensus

20%

40%

60%

Discarded data: 80%

Consensus

István, Z., et al., Consensus in a Box: Inexpensive Coordination in 
Hardware. NSDI’16

41% lower latency

The Next 700 sPIN usecases

… just think about sPIN graph kernels ….
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sPIN Streaming Processing in the Network for Network Acceleration

Try it out: https://spcl.inf.ethz.ch/Research/Parallel_Programming/sPIN/Full specification: https://arxiv.org/abs/1709.05483

sPIN beyond RDMA

3,800+ reads in
less than 4 hours



spcl.inf.ethz.ch

@spcl_eth

▪ More complex network interfaces 

▪ sPIN – just discussed in detail

▪ Heterogeneous devices

▪ May not even have the concept of threads (pipelined implementations)

▪ See our tutorial this afternoon: “Productive Parallel Programming for FPGA with HighLevel Synthesis”

1:30pm in room C144

▪ New application usecases – “Deep Learning is HPC [1]”

▪ Different communication requirements and opportunities for optimization

Mainly sparsity [2] and asynchronity!

▪ Need to be a bit careful though when entering a new field

92

MPI – some new research challenges!

T. Hoefler: “Twelve ways to fool the masses when reporting performance of deep learning workloads”
(my humorous guide to floptimize deep learning)

[1]: BenNun, Hoefler: “Demystifying Parallel and Distributed Deep Learning: An InDepth Concurrency Analysis, arXiv:1802.09941
[2]: Renggli et al.: “SparCML: HighPerformance Sparse Communication for Machine Learning”, arXiv:1802.08021

https://eurompi19.inf.ethz.ch
Submit papers by April 15th!
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Important dates:
Submission server opens: January 14th, 2019 
Full paper submission: April 15th, 2019 (AOE) 
Notification: July 1st, 2019 
Cameraready: August 5th, 2019 https://eurompi19.inf.ethz.ch


